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Abstract

Due to experimental constraints, measurement errors and variability, an-
alyzing how the activity of biological neurons depends on cellular pa-
rameters can be difficult. Computational modeling of neurons allows for
exploration of many parameter combinations and various types of neu-
ronal activity, without requiring a prohibitively large number of “wet”
experiments. Databases of model neurons created through parameter ex-
ploration can, however, be very extensive. There thus is a need for an au-
tomated analysis of high-dimensional parameter spaces to explain how
neuronal parameters influence the output activity of the modeled cells.
In this article, we propose an evolutionary algorithms-based pseudo-
association rule mining methodology to deal with this task.

Keywords: biological systems, neural modeling, rule mining, evolu-
tionary algorithms



1 Introduction

Computational modeling of biological neurons is a very important aspect
of today’s neuroscience research. It allows for an exploration of many param-
eter combinations and various types of neuronal activity, without requiring a
prohibitively large number of “wet” experiments. In a model, each part of the
neuron (e.g., soma–the neuron’s cell body, dendites–branched projections of a
neuron that conduct the electrical stimulation received from other cells, axon–
the nerve fiber that conducts electrical impulses away from the cell body, etc.)
are represented by a compartment, or a collection of compartments, each de-
scribed by appropriate differential equations with a set of parameters [3]. For
example, the lobster pyloric neural network pacemaker kernel that consists of
one AB (anterior burster) neuron electrically coupled to two PD (pyloric dila-
tor) neurons, can be represented by two two-compartment models as shown
in Fig. 1. The first compartment in each model represents the soma and the
dendrites (S/N), and the second compartment corresponds the axon (A). For
simplicity, both PD neurons are represented by one model.

Figure 1. Two two-compartment models to represent the pacemaker kernel in the
lobster pyloric neural network (source: [10]).

The lobster pyloric neural network is one of the best-characterized neural
networks in biology and a popular subject for the studies of rhythmic activity in
the central nervous system. Rhythmic neural activity is crucial for any living
organism as it is responsible for such critical actions as breathing, chewing,
swimming, walking, etc.



In the pacemaker kernel, which drives the rhythmic activity of the lobster
pyloric neural network, AB is an intrinsic burster, while PDs spike tonically
when isolated from AB (for examples of bursting and spiking neural activ-
ity refer to Fig. 2). To investigate the intrinsic properties of the AB and PD
neurons, we apply an evolutionary algorithms-based pseudo-association rule
mining to a database of AB and PD models. The database was created by sys-
tematically varying 12 AB and 11 PD parameters describing the model neurons
(i.e., maximal conductances of membrane currents, as shown in Fig. 1) from a
hand-tuned, canonical AB-PD kernel model [10]. The goal is to discover clas-
sification rules of the form: IF common pattern within the parameter space,
THEN particular output behavior. Such rules should have significant support
in the data (i.e., common patterns should occur frequently) and a high level
of confidence (i.e., if the pattern occurs, then the activity type is always–or
almost always–the same). The AB and PD parts of the database were ana-
lyzed separately to arrive at a description of the isolated neurons’ behavior.
In the next step of the study, analysis of the complete pacemaker kernel will
be performed. The technique of pseudo-association rule mining (P-ARM) [8]
was derived from the association rule mining (ARM) methodology [1], which
addresses both support and confidence by searching for frequent item sets and
generating “interesting” association rules based on those sets. Unlike ARM, P-
ARM is not limited to binary values, but deals with integer numbers. Because
the model database is very large (≈ 21.6 million AB and ≈ 26.9 million PD
models), a “brute-force” approach based on scanning the database with all pos-
sible parameter subsets would be too time-consuming. Therefore, we utilize
an evolutionary algorithm (EA) to search for patterns in the parameter space,
with a fitness function designed to maximize both the support in data and the
number of parameters specified in the pattern. The final set of classification
rules will be generated from these frequent patterns. To verify the feasibility
of the proposed method, we test-ran it on a subset of the data, before tackling
the entire database. The subset was chosen based on physiologically realistic
criteria described below and analyzed for three output attributes: inter-spike
interval (ISI), and minimum and maximum voltage (Vmin, Vmax).

2 Initial modeling and the hand-tuned model

The initial pacemaker model [10] was hand-tuned, which means that its
parameters were adjusted manually to find a set of values to approximate the
biological behavior as closely as possible. The obtained approximation as well
as the conductance values are shown in Fig. 2.



Figure 2. Biological (left) and modeled (right) activity of the electrically coupled
AB and PD neurons (A). Voltage traces of synaptically isolated bursting AB (B) and
spiking PD (C) neurons. Parameter values of the hand-tuned model (D).

The figure shows that the biological behavior can be modeled well, but is
this the only model (i.e., the only set of conductance values) that yields physio-
logically reasonable activity? Experimental and modeling studies suggest that
in fact similar behavior can be obtained with different conductance combina-
tions [6, 9]. To address this issue, we systematically explored the parameter
space via modeling. The resulting database of models will not only answer the
above question (i.e., we may arrive at a collection of physiologically “correct”
models), but will also enable analysis of the mechanisms that govern neuronal
activity.

3 Systematic modeling and the output database

To reduce the computational time and the size of the output database, pa-
rameters were first varied one at a time to determine physiologically reasonable
value ranges for each conductance separately. As an illustration, the resulting
set of allowable variations for the PD neurons (in % deviation from the hand-
tuned values), with a highlighted exemplary combination of values constituting
a particular model, is shown in Fig. 3A. The output database contains all pos-
sible combinations of the values from Fig. 3A, which are coded as indices in
the “variation matrix”, as shown in Fig. 3B. The database also contains the
attributes of the simulated activity–in the case of PD models: the inter-spike
interval (ISI), and the minimum (i.e., trough) and maximum (i.e., peak) poten-
tial (Vmin, Vmax).



Figure 3. Explored parameter values for the PD neuron models, expressed as % de-
viation from the hand-tuned values (A). An exemplary model coded as indices in the
“variation matrix” along with its activity attributes (B).

As indicated above, we initially chose a data subset to test the proposed
method: a collection of 788 “good” PD models, which were selected based
upon criteria derived from experiments performed on biological PD neurons.
In those experiments, the inter-spike intervals fell between 90 and 1,000 ms
and the voltage amplitude between 10 and 20 mV. It was also shown that PD
cells deprived of neuromodulatory input (i.e., chemical substances supplied
by other parts of the nervous system that modify the cellular properties of the
pyloric pacemaker) produce no electrical activity. This fact was also taken into
consideration and the PD models selected based on the above criteria were
once more simulated, this time without neuromodulation, and only those that
produced no electrical output were included in the final dataset of 788 models.

4 Evolutionary algorithms-based pseudo-association rule
mining

One data mining technique that aims at the extraction of knowledge hidden
in data is rule discovery. The theory of association rules was introduced in [1].
The method has since been improved and various algorithms have been devel-
oped (e.g., [2]). However, high computational complexity of searching for as-
sociation rules in large databases leaves the problem of efficiency of those algo-
rithms open. To deal with the complexity of rule discovery-oriented data min-
ing in large datasets (including association rules), many artificial intelligence-
related and heuristics-based solutions have been proposed. Application of EAs
is one of them (e.g., [5, 7]). Most of those techniques apply an EA directly to
rule production by defining a fitness function in terms of the rule’s support,
confidence, structure, classification error, etc. Here, we describe a different



approach that combines the power of EAs with the simplicity of standard as-
sociation rule generation algorithms. This approach uses an EA to search for
repetitive patterns in data to generate pseudo-association rules based on those
patterns. This way, the analysis becomes more flexible as often not only are the
“parameters ⇒ activity type” relations important, but also the dependencies
within the parameter space itself may be of interest. For example, one might
be interested in associations between values of particular conductances (e.g.,
what happens to axon conductances if soma sodium conductance increases,
etc.), which can be easily analyzed by simply changing the desired rule struc-
ture and utilizing the same set of patterns that has already been discovered.

4.1 Chromosome representation and fitness evaluation

In this project, the chromosomes represent patterns matching neuron mod-
els in the database. Each is of the length of the number of attributes describing
the data (14 for PDs: 11 parameters + 3 output activity descriptors). The alle-
les are constrained by the number of possible values for a given conductance
and 1 or 2 for the output attributes (statistical analysis of the output attributes
showed that both ISI and Vmin/max are divided into two subgroups: fast OR
slow spikers with low OR high potential; the values for those attributes were
manually discretized into 2 categories). Hence, the alleles of such a chromo-
some can assume values valid for the attribute corresponding to a given gene
or a “don’t care” asterisk, which means that this attribute will not be used for
rule generation. The coding and an example of a chromosome are shown in
Fig. 4.

Figure 4. Chromosome coding and an example of a coded pattern.

As with every EA, the design of the fitness function is crucial. In our case,
the objective is to find patterns that match as many models as possible, so
the fitness function of choice seems straightforward–the support in the data.
However, obviously, a pattern that consists of only asterisks will have 100%
support, but is hardly usable. It is thus important to incorporate the number of
“set positions” in the fitness function. Furthermore, it is important to recognize
a partial goodness of a given solution, which can have little or no support in
data as a whole, but its parts can exhibit an extensive coverage. Obviously,
such an individual can yield a powerful solution as a result of crossover.



To deal with all the above considerations, we propose the following fitness
function:

f itness(p) =


supp(p) ∗ no_o f _set_positions(p), if supp(p) >= 1
part_supp(p) ∗ thresh_supp, else

, (1)

where thresh_supp is a user-defined value and

part_supp(p) =

∑R
i=1

no. of genes matching recordi
length(p)

R
, (2)

where R is the number of records in the database.
Note that the partial goodness of individuals that have no support in data is

weighted by the threshold support. This assures that none of those solutions,
although rewarded by the fitness evaluation, will be considered satisfactory
(i.e., partial goodness of an individual will be a fraction of the desired threshold
support).

The above fitness optimization can also be considered a bi-objective prob-
lem: the goal is to maximize the support in data, but with as many set positions
as possible. Therefore, in addition to the simple single-objective algorithm de-
scribed above, we propose a multi-objective evolutionary algorithm (MOEA),
with two separate fitness functions:

f itnesssupp(p) =


supp(p), if supp(p) >= 1
part_supp(p) ∗ thresh_supp, else

, (3)

for the support and

f itnessset_pos(p) = no_o f _set_positions(p), (4)

for the number of set positions.
The EAs used in this project were: Simple Genetic Algorithm (SGA)

with the fitness function (1), and two MOEAs: Single-Objective Genetic Al-
gorithm with a weighted sum of objectives (SOGA) and Vector Evaluated
Genetic Algorithm (VEGA), with fitness functions (3) and (4). SOGA is
the most straightforward extension of a single-objective genetic algorithm to
multi-objective optimization problems. The fitness function is a sum of sub-
fitness function values (for each objective) weighted by user-defined coeffi-
cients. In VEGA, the idea is to randomly divide the population, in each gener-
ation, into equal subpopulations. Each subpopulation is assigned fitness based
on a different objective function. For more details on those algorithms see [4].



5 Analysis and Results

For each of the algorithms introduced above, 20 runs were performed. The
number of maximum possible generations was set to 1000 (there was no sig-
nificant improvement of convergence observed with a larger number of gener-
ations) while the size of the population was set to 30, 50, and 100. In each of
the algorithms, mutation probability was initialized with a small random value
and was being adapted along the evolution process (i.e., increased by a fixed
step in each generation if no progress in the fitness functions was observed
and reset when there was an improvement). Single-point crossover, with prob-
ability randomly determined between 0% and 100% in each generation, was
utilized. The minimum required support for patterns was set to 5%.

SGA returned 8 patterns, 3 of which were effective (i.e., no redundancy
and overlapping of patterns). SOGA was investigated with several user-defined
weights for the objectives, and the best results were obtained with the weight
of 90% assigned to support and 10% to the number of set positions. In this
situation, SOGA yielded 127 patterns (36 effective). VEGA returned only one
pattern. Based on these patterns and the thresholds of 50% for support ([s])
and 90% for confidence ([c]), 14 rules were generated for SGA (out of 175
total possible rules), 13 for SOGA (out of 339 total), and 0 for VEGA (out of
3 total). The minimum support for the rules derived from patterns produced by
VEGA was 35%. The combined number of interesting rules was 19. Selected
examples of the rules and a short biological discussion are presented below.

RULE 1 [s=58%, c=100%]
IF PD axon gNa=2 (i.e., –25%),
THEN ISI=1 (i.e., fast spiker).

RULE 2 [s=51%, c=100%]
IF PD soma gKd=5 (i.e., +20%) AND PD axon gNa=2 (i.e., –25%),

THEN ISI=1 (i.e., fast spiker).

RULE 3 [s=58%, c=100%]
IF PD axon gNa=2 (i.e., –25%),

THEN ISI=1 (i.e., fast spiker) AND Vmin=2 (i.e., high trough potential) AND
Vmax=2 (i.e., high peak potential).

RULE 4 [s=58%, c=100%]
IF PD axon gNa=2 (i.e., –25%) AND PD axon gKd=5 (i.e., +150%),

THEN ISI=1 (i.e., fast spiker) AND Vmin=2 (i.e., high trough potential) AND
Vmax=2 (i.e., high peak potential).



In biological terms, the obtained rules indicate that the most important
determinants of the spike frequency (1/ISI) and the spike trough and peak po-
tentials (Vmin/max) are the axon and soma delayed-rectifier (Kd) and the axon
sodium (Na) conductances. This is consistent with known biological spike
mechanisms in neurons. Furthermore, comparison of rules 1 and 2 shows that
there are fast spikers with values for the soma gKd other than –25% (i.e., after
adding the soma gKd component, the support dropped to 51%). This is con-
sistent with the fact that action potentials originate in the axon. Rules 3 and 4
show that the value of the axon gKd conductance is strictly correlated with the
axon gNa value as, when added, it does not change the effectiveness of the rule
at all.

6 Conclusions

The methodology of evolutionary algorithms-based pseudo-association rule
mining is a useful tool for the analysis of models of biological neurons. It al-
lows for an automatic exploration of the relations between a model’s parame-
ters and the output activity. At the same time, it allows for even more flexible
analysis (including interdependencies within the parameter space itself) as dif-
ferent variants of the desired rule structure, while utilizing the same set of
patterns already discovered, can be investigated.

The apparent disproportion in difficulty between the two objectives being
optimized in the search for patterns (i.e., support in data vs. the number of set
positions) causes convergence towards solutions favoring the latter (both SGA
and VEGA “preferred” set positions rather than support, hence the large num-
ber of rules derived from a few patterns). Only by making the first objective
significantly more important was SOGA capable of finding satisfactory solu-
tions. This aspect of the fitness evaluation procedure should be researched in
future work and perhaps other multi-objective evolutionary algorithms, better
suitable to deal with disproportion between the optimization objectives, should
be considered for implementation of our approach.
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